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ABSTRACT

The increasing computational power of GPUs has driven advance-
ments across various domains, especially in scientific computing
and machine learning. However, lighter workloads often do not
fully utilize a GPU’s capacity, leading to inefficiencies. The Multi-
Instance GPU (MIG) feature in NVIDIA A100 GPUs addresses this
issue by allowing a single GPU to be divided into multiple, smaller,
isolated instances, thus improving resource allocation for multi-
tenant environments. While MIG provides enhanced isolation and
predictable performance, we observed that PCle bandwidth remains
a shared resource, which can lead to contention when multiple
instances require high bandwidth, such as running concurrent ma-
chine learning inference tasks. In this paper, we identify and address
this issue, being among the first to demonstrate PCle bandwidth con-
tention across MIG instances in tasks with high bandwidth demands.
We propose a PCle bandwidth-aware MIG scheduler that predicts
and mitigates contention by preventing simultaneous scheduling
of bandwidth-intensive jobs on the same GPU. Our scheduler lever-
ages a performance model to quantify PCle contention severity,
enabling more efficient scheduling decisions. Experimental results
show that the proposed scheduler reduces job completion times
by approximately 18%, improving GPU resource utilization in both
real-world and larger-scale simulated environments.
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1 INTRODUCTION

GPUs provide powerful computing capability, driving significant
advancements in scientific computing and machine learning. They
have also facilitated the development of numerous Al services,
enhancing convenience in everyday life. As GPU vendors continue
to roll out new products, the computational capabilities of GPUs
become increasingly powerful. However, users employing lighter
models may be unable to fully leverage the computational capacity
of a GPU, leading to resource wastage [13].

To address this issue, NVIDIA has proposed Multi-Instance GPU
(MIG) [8], which divides a single GPU into multiple smaller in-
stances (or MIG instances), through hardware support. This enables
finer-grained resource allocation and utilization of the GPU, pro-
viding better hardware isolation and potentially improving overall
performance [7]. MIG has several use cases, such as providing
hardware isolation for cloud computing services. It allows users to
securely rent a portion of GPU resources while ensuring critical
features such as fault isolation and distinct address spaces, both
of which are essential in multi-tenant environments. In addition,
using MIG for services with Service Level Objectives (SLOs) im-
proves predictability of execution times and reduces tail latency
compared to software-based isolation. This improvement arises
because software-based isolation can cause interference between
concurrently running jobs, making execution times difficult to pre-
dict [15]. MIG also offers a reconfiguration feature, allowing users to
dynamically reallocate the size of MIG instances based on varying
task demands in cloud environments. This capability sets MIG apart
from traditional heterogeneous multi-GPU environments, where
resource allocation is restricted to scheduling tasks on GPUs of dif-
ferent sizes. In contrast, MIG offers a more fine-grained approach,
achieving better resource utilization.

Although MIG effectively achieves isolation across various hard-
ware resources, some resources, like PCle bandwidth, remain shared.
Shared bandwidth can become a bottleneck when multiple MIG
instances require significant PCle bandwidth, resulting in increase
in data transfer wait times and decrease in performance. For ex-
ample, users with limited budgets who want to run multiple ML
inference jobs concurrently can partition a GPU into several MIG
instances. However, if these jobs consume significant PCle band-
width, contention issues may arise, leading to longer inference
runtime and reduced throughput. Moreover, MIG reconfiguration
is only possible when sufficient contiguous space is available [8].
To fully leverage the benefits of reconfiguration, the scheduling
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design must account for both the constraints of reconfiguration
and the desired sizes of the MIG instances being created.

Existing works on GPU scheduling often focus on heterogeneous
GPU scheduling, which takes account the varying computational
capability of different GPUs. However, these works do not utilize
the reconfiguration flexibility provided by MIG. Other MIG sched-
ulers allocate MIG resources based on computational workload and
memory usage but overlook the potential impact of PCle bandwidth
contention on performance.

In this paper, we propose a PCle bandwidth-aware MIG sched-
uler, an online MIG scheduler designed to prevent PCle bandwidth
contention. We design a performance model to quantify the sever-
ity of PCle contention, enabling our scheduler to predict potential
PCle contention. The scheduler then avoids scheduling jobs with
high PCIe bandwidth demands (referred to as ‘PCle-bound jobs’
hereafter) on the same GPU, mitigating PCle contention issues. Our
results show an approximately 18% reduction in aggregated job
completion time in both real-world experiments and larger-scale
simulations.

The remainder of this paper is organized as follows: Section 2
reviews related work on GPU scheduling, with a focus on the limita-
tions of existing methods in addressing PCle bandwidth contention
and Multi-Instance GPU (MIG) environments. Section 3 describes
preliminary experiments that illustrate the sharing behavior of PCle
bandwidth contention among MIG instances, providing motivation
for our proposed approach. In Section 4, we formalize the PCle
bandwidth-aware scheduling problem, introduce a performance
model, and present our proposed scheduler designed for MIG GPU
environments. Section 5 covers the evaluation setup and results,
comparing the performance of our scheduler with a baseline that
is not PCle bandwidth-aware, demonstrating reductions in total
job completion time and improved efficiency. Finally, Section 6
concludes with a summary of the main results.

The contributions of our work are summarized as follows:

o To the best of our knowledge, this is the first work to investi-
gate and mitigate PCle bandwidth contention between MIG
instances in real GPU products.

e We demonstrate the occurrence of PCle bandwidth con-
tention through real-world tasks and observe that it results
in increased job execution times, leading to overall perfor-
mance degradation.

e We introduce an online PCle bandwidth-aware scheduler to
mitigate the PCle bandwidth contention issue while consid-
ering MIG instance size and reconfiguration constraints.

e We demonstrate that our proposed scheduler outperforms a
baseline scheduler, which does not account for PCle band-
width contention, by approximately 18% in both simulations
and real GPU hardware experiments.

2 RELATED WORK

2.1 Multi-Instance GPU (MIG) Scheduler

Multi-instance GPU (MIG) allows multiple jobs to run concurrently
on a single GPU with a predefined configuration specifying how to
partition MIG instances. Both the configuration and the MIG allo-
cation to jobs can significantly impact efficiency, emphasizing the
importance of scheduling. MISO [7] aims to determine the optimal
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MIG partition allocation for a given set of jobs. However, exhaus-
tively evaluating all possible MIG partition allocations results in
prohibitive overhead due to the large number of GPU reconfigu-
rations and resets required. To mitigate this, MISO estimates the
performance of various MIG configurations by running jobs in the
more flexible MPS mode, adjusting the GPU computing resource
percentage allocated to each job, and then selecting the partition
allocation with the best predicted performance. CASE [10] shows
that relaxing the isolation property of jobs which do not have strict
isolation requirements can lead to higher system throughput. CASE
achieves this by utilizing a MIG instance, which can be dedicated to
serve a single isolated job, or shared among multiple non-isolated
jobs. However, both MISO and CASE solely focus on compute-
bound tasks, overlooking the potential performance impact of PCle
bandwidth contention.

2.2 PCle Bandwidth-Aware Schedulers

PCle bandwidth is a limited resource that schedulers must take
into account. CuMASJ[2] treats the GPU, PCle uplink, and PCle
downlink as three separate resources that are independently al-
located to CUDA requests from applications. By reordering these
CUDA requests using LD_PRELOAD, CuMAS effectively overlaps
data transmission with kernel execution, reducing wait times and
enhancing system throughput. Baymax[4] reorders task and ker-
nel execution sequences and limits the number of tasks utilizing
PCle bandwidth simultaneously, thereby eliminating performance
degradation caused by PCle bandwidth contention and ensuring
compliance with QoS regulations. However, these two studies over-
look the strict hardware isolation requirements in cloud computing
services. In contrast, our approach utilizes task-level scheduling
rather than scheduling lower-level primitives such as CUDA kernels.
This method is less dependent on low-level control assumptions
and offers a more generalized solution, which is essential for main-
taining proper hardware isolation.

2.3 Heterogeneous GPU Scheduler

A heterogeneous GPU scheduler is essential for a cluster with mul-
tiple types of GPU. Hydra[14] is an online scheduler for heteroge-
neous GPUs, designed to enhance system efficiency while main-
taining deadline awareness. It predicts the runtime of each job
across different GPU types and selects the optimal job placement
by using pruning techniques to explore all possible scheduling
combinations efficiently. Gandivayg;, [3] ensures that each user
receives the expected amount of computing power in a heteroge-
neous GPU cluster while improving the overall efficiency of the
system. It utilizes migration and resource trading between users
to maintain the expected performance of deep learning training
jobs and to improve overall system utilization. However, these het-
erogeneous GPU schedulers do not consider the reconfiguration
capability offered by MIG, which could provide greater flexibility
in GPU sharing.

2.4 MIG Applications

Previous works have demonstrated the advantages of GPU sharing.
Nexus [11] highlights that many applications involve running mul-
tiple Deep Neural Network (DNN) models simultaneously to deliver
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Figure 1: CUDA memory copy throughput on different size
of MIG instance. 1g, 2g, 3g represent 1g.5gb, 2g.10gb, 3g.20gb
MIG instances respectively. It is observed that when PCle
bandwidth contention occurs, the bandwidth is distributed
equally among the MIG instances.
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a complete services. For example, ensemble models [12] aggregate
several sub-models to enhance overall accuracy. Since the training
workload for each model is relatively low, MIG is ideal for concur-
rently training multiple sub-models on a single GPU. Furthermore,
MIG has the potential to deliver performance improvements over
workloads running without MIG [8]. Specifically, the combined per-
formance of multiple small MIG instances on a single GPU exceeds
that of using the entire GPU directly [6].

3 PRELIMINARY EXPERIMENTS

In this section, we investigate the PCle bandwidth contention is-
sue on NVIDIA A100 GPUs through two preliminary experiments.
These experiments are conducted on a single node equipped with
an NVIDIA A100-PCle-40GB GPU installed in a PCle 4.0 slot.

3.1 PCle Bandwidth Sharing Behavior

In this experiment, we aim to demonstrate the existence of PCle
bandwidth contention between MIG instances and confirm that
PCle bandwidth is equally distributed among multiple MIG in-
stances when contention occurs. These two findings are crucial for
the scheduler design discussed in the subsequent sections.

To verify this, we developed a simple copy program that repeat-
edly transfers 5GB of floating-point data from host to device. We
executed this program simultaneously on 1g.5gb, 2g.10gb, and
3g.20gb MIG instances on the same GPU and profiled the process
using NVIDIA Nsight System [9].

As shown in Fig. 1, both jobs experienced performance degra-
dation due to PCle bandwidth contention, with each job showing
identical memory copy throughput. This confirms that PCIe band-
width contention exists between MIG instances on the same GPU,
leading to reduced performance and longer data transfer times. In
addition, we observed that PCle bandwidth is equally shared be-
tween MIG instances regardless of their sizes. This suggests that the
allocation of PCle bandwidth depends on the number of competing
MIG instances rather than the size of the individual instances.
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3.2 PCle Bandwidth Contention in Inference
Jobs

To demonstrate that PCle bandwidth contention can occur in real-
world scenarios, we conducted experiments with inference jobs
that are heavily dependent on PCle bandwidth.

In this experiment, we utilized the Bloom560m model [5] with
ZeRO-Inference [1], a technique designed to run large models on
limited GPU resources. ZeRO-Inference operates by storing model
weights in CPU memory and transferring them to the GPU only
when needed for computation. This approach results in substantial
data transfers between the CPU and GPU during inference, as model
weights are loaded layer by layer. As a result, the execution time of
this job is heavily dependent on available PCIe bandwidth, making
it a PCle-bound job. We ran a Bloom560m inference job on each 1g
MIG instance, varying the number of active 1g MIG instances on
the same GPU, and measured the resulting inference throughput.

When running a single Bloom560m with ZeRO-Inference on
a 1g MIG instance, the job consumes approximately 30% of the
total PCle bandwidth available to the GPU. As shown in Fig. 2a,
we observed a noticeable decline in throughput when the number
of active MIG instances exceeded four, indicating the threshold
at which PCle bandwidth becomes fully saturated. Furthermore,
Fig. 2b illustrates that the GPU’s PCle bandwidth usage gradually
approaches its maximum capacity as more jobs run concurrently.
Once the number of active jobs surpasses four, the PCle bandwidth
becomes completely saturated.

This experiment highlights the presence of PCle bandwidth con-
tention in practical scenarios. For instance, users constrained by
the size of their allocated MIG instance may rely on offloading tech-
niques to execute models, leading to significant PCle bandwidth
consumption. Running multiple PCle-bound jobs simultaneously
exacerbates contention, resulting in degraded performance.

4 METHODOLOGY

As discussed in the previous section, the job execution time on
MIG GPU needs to consider two key factors. One is the size of the
MIG slice, because a job might have a shorter execution time when
running on a larger MIG slice. The other one is the PCI contention
of the GPU, because a job may suffer performance degradation
when the PCI bandwidth is over-subscribed by the co-located jobs
on the same GPU. As a result, in order to minimize the average
job completion time (JCT) of a MIG GPU cluster, it is crucial to
decide the proper MIG slice size and the GPU location of each job
by the scheduler. However, most of the scheduling works on MIG
GPU cluster only focus on addressing the first problem by finding
the proper MIG configuration according to the computing demand,
little attention has been paid to the second problem for addressing
the bandwidth contention problem of MIG GPUs.

To address the bandwidth contention issue of MIG GPUs, we
first construct a performance model to estimate the job slowdown
based on the performance profiling results of jobs, then we pro-
pose an online scheduling algorithm to place the jobs according
to the predicted job execution time. Finally, we address the MIG
GPU configuration problem by re-partitioning a MIG GPU when
it is idle for minimizing the job wait time. Our PCle Bandwidth
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contention aware performance model and scheduler are detailed in
the following subsections.

4.1 Performance Model

We first develop a performance model based on profiling data jobs
to quantify the slowdowns caused by PCle contention. Noted, in
practice, we don’t need to do the profiling and modeling for every
single job individually, because jobs may shared the similar per-
formance characteristics among each other, especially for the jobs
running the same application with different running parameters as
shown in our experiments. This performance model then enables us
to estimate the potential slowdowns that may occur when multiple
PCle-bound jobs are executed on the same GPU, and guide the
online scheduler to reduce job completion as described in the next
subsection. The symbols used in this paper are listed in Table 1.

Job Profiling. Prior to scheduling, the maximum PCle band-
width available for each GPU (denoted as PCle_max), is measured.
For the j-th job, its PCle bandwidth demand is represented as
PCIe_demand(j) (with non-PCle-bound jobs having a PCle de-
mand of 0), its base processing throughput when running without
PCle bandwidth contention (denoted as base_throughput(j)), and
its performance sensitivity to allocated PCle bandwidth «; are all
derived from the job profiling data. Profiling is done by running
several instances of the same job type on the same GPU, each within
its own MIG instance. We calculate a; using linear regression on
the observed runtimes and allocated PCIe bandwidth. Specifically,
when we run n instances simultaneously on the same GPU, we aim
to learn the following relationship:

_ PCle_demand())
base_runtime(j) 7 PCle_max/n

runtime(j, n)

1

where runtime(j, n) and base_runtime(j) represent the profiled
runtimes for n instances and a single instance, respectively, on the
same GPU.

Eq. (1) is derived from two key observations. First, as outlined
in Section 3.1, PCle bandwidth is equally divided among MIG in-
stances (yielding PCIe_max/n per instance). This equal distribution
may cause slowdowns when the PCle demand (PCle_demand(}))
surpasses the allocated bandwidth per instance. Second, our pro-
filing results, discussed in Section 5.2, reveal a linear relationship
between the slowdown (left-hand side of Eq. 1) and the number
of jobs (n). Hence, we introduce a single performance sensitivity
value a; to model the slowdown in our current proposed model. A
more complex and accurate model could certainly be considered
for applications with more diverse runtime behavior, but we will
leave it as our future work.

Slowdown Prediction. For the j-th job, scheduled to run on
the g-th GPU, we estimate the slowdown based on the number of
PCle-bound jobs running on the GPU (denoted as PCIe_jobs(g))
at current time, given by:

PClIe_demand(j)
PCIe_max/PCle_jobs(g)
This equation ensures that the slowdown is at least 1 and scales
proportionally with the number of PCle-bound jobs that compete
for PCIe bandwidth with the j-th job. Based on estimated slowdown

and job information, we can predict the remaining execution time
of each job as follows:

) @

slowdown(j,g) = max(1, aj x

remain_work(j)

exec_time(j,g) = X slowdown(j,g), (3)

base_throughput(j)
where the remain_work(j) denotes the remaining work for the j-th
job at current time, which is estimated in terms of tokens and kept
track by the scheduler, and the exec_time(j, g) is the remaining
execution time predicted by the scheduler.

With this performance model, we can estimate the execution
times for both PCle-bound and non-PCle-bound jobs, allowing
the prediction of their expected completion times when assigned
to a specific GPU. These predictions are then utilized to guide
scheduling decisions, as detailed in the following section.
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Table 1: The list of symbols used in this paper.

Symbol Description Unit Context
PCle_max Maximum PCle bandwidth per GPU GB/s
PCle_demand(j) PCle bandw1fith demand of the ]-th. job .when runmng.exclumvel.y on the GPU GB/s
base_throughput(}) Base processing throughput of the j-th job when running exclusively on the GPU tokens/s
T Performance sensitivity of the j-th job -
base_runtime(j) Runtime of the j-th job when running exclusively on the GPU second | Job Profiling
n Number of job instances running on the GPU during profiling -
runtime(j, n) Runtime of the j-th job when running n instances on the GPU second
remain_work(j) Estimated remaining work for the j-th job at current time tokens
slowdown(J. g) Estimated slowdown for the j-th job if scheduled on the g-th GPU at current time i
w9 Estimated remaining execution time for the j-th job if scheduled on the g-th GPU at
exec_time(J,g) . second .
current time Scheduling
PCle_jobs(q) lliilr?ber ;:f (Ii’(ilecibound jobs on the g-th GPU at current time, including the job currently |
g schedule
Maximum allowable predicted slowdown for a job to be scheduled on a GPU
delay_threshold Maximum duration a job can wait before the scheduler bypasses delay_threshold | ~
wait_time_threshold con);tralilnt v J w U yp V- second User-defined

4.2 PCle Bandwidth-Aware MIG Scheduler

Given a MIG GPU cluster with arriving jobs, the PCle bandwidth-
aware scheduler is activated whenever a new job arrives or a job
completes. It repeatedly iterates through each job in the waiting
queue until no more jobs can be scheduled in the current round.

As we focus on the scheduling problem caused by the bandwidth
contention, here we consider the requested MIG slice size of a job
are fixed and given by the users and jobs are prefer to be scheduled
to the MIG slice with the requested size. However, the scheduler
still have to solve two problems caused by the requested MIG size.
First, if there are multiple GPUs that have available MIG slice for
the job, which GPU should be chosen? Second, if there are no GPUs
that can provide the requested MIG slice size for the job, when
and how to reconfigure MIG GPUs, so the job wait time can be
minimized?

With our predicted job time information, we could easily address
the first question by selecting the GPU that causes the minimum
job slowdown time. But for the second question regarding reconfig-
uration, we have to applied the following scheduling principals: (1)
Reconfiguration occurs only on the idle GPUs without any running
jobs. This is because the reconfiguration operations may reset the
whole GPU and disrupt the running jobs based on the existing MIG
reconfiguration mechanism. (2) To gain more opportunities for GPU
reconfigurations, we will avoid extending the running end time of
a GPU which is determined by the latest job completion time on a
GPU. (3) We will only reconfigure a GPU for jobs that cannot find
the matching MIG slices from the existing configurations. (4) When
a job waits too long without finding its requested MIG slice, we will
relax our scheduling constraint on the slice size from exact-match
to best-fit.

In sum, our scheduling algorithm is consisted of the following
four main stages:

(1) Update Internal Records. Upon activation, the scheduler
updates its internal records, tracking which jobs are running on
each GPUs, which jobs are skipped in the current round due to
unavailability of required MIG instance size or anticipated PCle

bandwidth contention, and adjusting each job’s remain_work(j)
based on elapsed time since the last activation. This information is
essential for the subsequent scheduling stages.

(2) Reconfigure GPUs. The scheduler then verifies if any GPU
has been marked for reconfiguration in previous iterations. Recon-
figuration occurs only when all jobs on the GPU has completed
(i.e., GPU is idle). We do not consider reconfigurations on the GPUs
with running jobs because it may cause jobs interruptions based on
the existing MIG reconfiguration mechanism. Hence, our strategy
is to only reconfigure the empty GPU for the jobs in the waiting
queue that couldn’t find available slices previously. In order to min-
imize wait time and maximize GPU utilization. We will reconfigure
the empty GPU, so that the most number of waiting jobs can be
scheduled on the reconfigured GPU.

(3) Select the Most Suitable GPU. A multi-stage strategy is
employed to select the most suitable GPU for the current job being
scheduled. First, GPUs without MIG instances with the required size
are filtered out, as jobs are only scheduled to MIG instances with the
requested size. If all GPUs are filtered out, the scheduler marks the
GPU with the earliest estimated end time, avoiding assigning new
jobs to it so it can be freed for reconfiguration as quickly as possible.
However, if a job’s end time does not exceed the marked GPU’s
estimated end time, the scheduler may assign it to the marked GPU
to maximize resource utilization. Second, the scheduler sorts the
GPUs according to the slowdown calculated by Eq.(2), prioritizing
the GPUs with lower slowdown values. If multiple GPUs have the
same slowdown, the scheduler selects the best-fit to consolidate
jobs on fewer GPUs. This approach reduces fragmentation and
maintains availability for future job reconfiguration.

(4) Run or Skip the Job. The final stage decides whether to
run the job on the GPU selected in the previous stage based on
delay_threshold and wait_time_threshold . These two parameters
are predefined by the users. delay_threshold prevents scheduling
on the GPU with a significant slowdown due to PCle bandwidth
contention. The scheduler skips the job when the selected GPU has a
slowdown exceeding delay_threshold. The only exception is that the
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job is starving. wait_time_threshold prevents the job from waiting
indefinitely. If the job’s wait time exceeds wait_time_threshold , the
GPU is allowed to bypass the delay_threshold constraint.

5 EVALUATION
5.1 Setup

Testbed. We conduct experiments on a single node equipped with
256 AMD EPYC 7742 CPUs and 4 NVIDIA A100-PCle-40GB GPUs.
The system supports PCle 4.0, whose achievable maximum PCle
bandwidth capacity is around 30.08 GB/s. All the GPUs are directly
connected to the root complex, so there would be no PCIe band-
width contention between them. We initially partition A100 GPUs
into 1g. 5gb MIG instances, and the partitioning can be reconfigured
according to the incoming job requests based on our scheduling
algorithm.

Simulator. To measure the improvement in job completion time
in an environment beyond our testbed, we design the simulator to
model the execution of jobs. It can simulate the cluster with any
number of GPUs and GPUs with different maximum numbers of
MIG instances. The job execution time on GPU is based on the
performance model.

Workload. Our workload includes PCle-bound jobs and non-PCle-
bound jobs as shown in Table 2. Bloom560m and Bloom7b1 are
PCle-bound jobs, while Resnet50 is a non-PCle-bound job. Their
PCle demand and a; are obtained in Section 5.2.

Baseline Scheduler. The baseline scheduler is unaware of PCle
bandwidth contention and assigns jobs to a GPU as long as sufficient
MIG resources exist. If multiple GPUs have enough resources, the
scheduler selects the first one according to the order of GPU IDs.
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Table 2: Workloads evaluated in the experiments. The PCle
demand for ResNet50 is marked as 0, as it is not a PCle-bound
workload.

Job Type Resnet50 | Bloom560m | Bloom7b1
Model Size 25.6M 560M 7.07B
PCle Demand (GB/s) 0 5.7 17.65
a - 1.25 1.07
PCle-bound Job No Yes Yes

5.2 Profiling

Profiling is done by running several instances of the same job
type on the same GPU, aiming to measure PCle_demand(j) and
runtime(j, n), and to further derive the value of «;. Fig. 4 illustrates
the profiling results for Bloom7b1 and Bloom560m. The x-axis
indicates the severity of PCle contention, while the y-axis shows
the job’s slowdown. The figure validates Eq. (1), showing that the
slowdown is linearly correlated with PCle bandwidth contention,
with the slope given by a;. We derived the & of Bloom7b1 and
Bloom560m to be 1.07 and 1.25, respectively, and these values are
used in the subsequent experiments.

5.3 Testbed Evaluation

We measured the job execution time and job completion time
(JCT) on our testbed to demonstrate the effectiveness of our PCle
bandwidth-aware scheduler. Fig. 6 shows the JCT of our PCle
bandwidth-aware scheduler and the baseline scheduler. JCT is the
sum of job wait time and job execution time. Our scheduler con-
sistently outperforms the baseline scheduler across all different
PCle-bound job ratio settings. Moreover, the benefits of our sched-
uler become even more significant as the proportion of PCle-bound
jobs increases. When the PCle-bound jobs account for 20%, the
PCle bandwidth-aware scheduler is slightly better than the base-
line scheduler. While the PCIe-bound jobs are as much as 60%, the
aggregated JCT is reduced by up to 18%. Next, we plot the Kernel
Density Estimate (KDE) to analyze the jobs execution time when
PClIe-bound jobs account 60% of the workload in Fig 5. There are
50% more jobs with low execution time (50 seconds) scheduled by
the PCIe bandwidth-aware scheduler than the baseline scheduler.
That is because our scheduler effectively reduces PCle bandwidth
contention compared to the baseline scheduler, resulting in shorter
execution times for PCle-bound jobs.

5.4 Simulation Results

To assess the scalability of our scheduler, we developed a simulator
designed to closely replicate real-world evaluation results. This
simulator allows us to evaluate the scheduler in a larger-scale sys-
tem, and incorporating hypothetical GPUs with varying maximum
numbers of MIG instances per GPU.

Simulator Validation. We begin by validating our simulator
against our testbed and subsequently present the evaluation results.
The simulator emulates a node equipped with four A100 GPUs,
which is identical to our testbed, and use the same workload as in
the testbed evaluations for the validation experiment. Fig. 7 shows
the normalized JCT reported by our simulator, which closely aligns
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Figure 4: Calculate «; using linear regression on the observed
runtimes against the allocated PCle bandwidth. The y-axis
represents the job execution time slowdown. It is observed
that a linear trend exists between slowdown and allocated
PClIe bandwidth.

PCle Bandwidth-Aware
—— Baseline Scheduler

0.030

0.025

0.020

0.015

Density

0.010
0.005

0.000
0 50 100 150 200 250 300 350 400

Execution Time (s)

Figure 5: Kernel Density Estimate (KDE) plot of PCIe-bound
job execution time on the testbed. Jobs scheduled by the PCle
bandwidth-aware scheduler generally have shorter execution
times compared to those scheduled by the baseline scheduler.

with the experiment results from our testbed in Fig. 6. We gathered
JCT data for each scheduler from both the real and simulation exper-
iments, paired the results, and computed the correlation coefficient
for each scheduler. The correlation coefficients for both the baseline
and PCle bandwidth-aware schedulers are 0.99, demonstrating the
simulator’s reliability.

Simulation of Larger-Scale Systems To evaluate the scalabil-
ity of our scheduler in larger-scale systems, we use our simulator to
model a system of 60 GPUs to process 1,400 jobs. Fig. 8 shows the
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Figure 6: Job completion time (JCT) under different ratio of
PCle-bound job on the testbed with 4 A100 GPUs. The PCle
bandwidth-aware scheduler consistently outperforms the base-
line scheduler.
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Figure 7: Normalized job completion time (JCT) under the
simulation of 4 A100 GPUs. The results from the simulator
closely align with the experimental outcomes obtained from
the testbed.

job completion time for both our PCle bandwidth-aware scheduler
and the baseline scheduler. Notably, even within a cluster of 60
GPUs, our scheduler consistently outperforms the baseline. The
reduction in JCT becomes more pronounced as the proportion of
PCle-bound jobs increases, with the aggregated job completion
time decreasing by up to 17% when PCle-bound jobs constitute
60% of the workload. These results from the larger-scale simulation
align with our findings from the small-scale testbed, verifying that
our scheduler achieves superior performance across various system
scales.

Simulation of Various Maximum MIG Instances. In this
experiment, we simulate GPUs capable of supporting a greater
number of MIG instances to assess how these configurations in-
fluence the performance of our scheduler. Given the rapid growth
in GPU computing power, it is reasonable to anticipate that future
GPUs will be able to partition into more MIG instances than cur-
rently possible. For instance, current NVIDIA A100 GPUs can be
divided into a maximum of seven 1g.5gh MIG instances. We hy-
pothesize that future GPUs will support a higher maximum number
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Figure 8: Normalized job completion time (JCT) under the
simulation of a larger-scale system with 60 A100 GPUs.
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Figure 9: Normalized job completion time (JCT) under the
simulation of GPUs with different maximum number of MIG
instances.

of MIG instances. As shown in Fig. 9, an increased limit on the
number of MIG instances results in more severe PCle bandwidth
contention. Consequently, the benefits of our scheduler become
more evident, with the aggregated job completion time decreasing
by up to 20%. This experiment highlights our scheduler’s effec-
tiveness in alleviating contention issues, particularly in scenarios
where there is a significant imbalance between GPU computing
power and PCle bandwidth, which leads to more frequent PCle
bandwidth contention.

6 CONCLUSION

In this work, we introduced a PCle bandwidth-aware scheduler
designed to improve job scheduling efficiency in Multi-Instance
GPU (MIG) environments by addressing PCle bandwidth contention
among concurrent instances on NVIDIA GPUs. Through a detailed
analysis of PCle bandwidth sharing behavior among MIG slices,
we developed a performance model to predict slowdowns caused
by PCle bandwidth contention. By proactively scheduling jobs to
minimize the overlap of PCle-bound jobs, our approach achieved an
approximate 18% reduction in aggregated job completion time com-
pared to a baseline scheduler that does not consider PCIe bandwidth
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contention. This reduction emphasizes the need of considering PCle
bandwidth as an important resource in multi-tenant GPU environ-
ments. Our findings demonstrate the potential of PCle bandwidth-
aware scheduling to enhance both efficiency and reliability in GPU
resource sharing, particularly as GPU-based applications grow in
complexity and diversity.
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